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Abstract

We propose a novel method for binarization of color
documents whereby the foreground text is output as black
and the background as white regardless of the polarity of
foreground-background shades. The method employs an
edge-based connected component approach and automati-
cally determines a threshold for each component. It has sev-
eral advantages over existing binarization methods. Firstly,
it can handle documents with multi-colored texts with dif-
ferent background shades. Secondly, the method is applica-
ble to documents having text of widely varying sizes, usu-
ally not handled by local binarization methods. Thirdly, the
method automatically computes the threshold for binariza-
tion and the logic for inverting the output from the image
data and does not require any input parameter. The pro-
posed method has been applied to a broad domain of tar-
get document types and environment and is found to have a
good adaptability.

1 Introduction

There has been an increased use of cameras in acquir-
ing document images as an alternative to traditional flat-
bed scanners and research towards camera based document
analysis is growing [3]. Digital cameras are compact, easy
to use, portable and offer a high-speed non-contact mecha-
nism for image acquisition. The use of cameras has greatly
eased document acquisition and has enabled human interac-
tion with any type of document. Its ability to capture non-
paper document images like scene text has several potential
applications like licence plate recognition, road sign recog-
nition, digital note taking, document archiving and wear-
able computing. But at the same time, it has also presented
us with much more challenging images for any recognition
task. Traditional scanner-based document analysis systems
fail against this new and promising acquisition mode. Cam-
era images suffer from uneven lighting, low resolution, blur,

and perspective distortion. Overcoming these challenges
will help us effortlessly acquire and manage information in
documents.

In most document processing systems, a binarization
process precedes the analysis and recognition procedures.
The use of two-level information greatly reduces the com-
putational load and the complexity of the analysis algo-
rithms. It is critical to achieve robust binarization since any
error introduced in this stage will affect the subsequent pro-
cessing steps. The simplest and earliest method is the global
thresholding technique that uses a single threshold to clas-
sify image pixels into foreground or background classes.
Global thresholding techniques are generally based on his-
togram analysis [4, 6]. It works well for images with well
separated foreground and background intensities. However,
most of the document images do not meet this condition and
hence the application of global thresholding methods is lim-
ited. Camera-captured images often exhibit non-uniform
brightness because it is difficult to control the imaging en-
vironment unlike the case of the scanner. The histogram of
such images are generally not bi-modal and a single thresh-
old can never yield an accurate binary document image. As
such, global binarization methods are not suitable for cam-
eraimages. On the other hand, local methods use a dynamic
threshold across the image according to the local informa-
tion. These approaches are generally window-based and the
local threshold for a pixel is computed from the gray val-
ues of the pixels within a window centred at that particular
pixel. Niblack [5] proposed a binarization scheme where
the threshold is derived from the local image statistics. The
sample mean i, ,,) and the standard deviation o (,, .,y within
a window W centred at the pixel location (x,y) are used to
compute the threshold T, as follows:

T(xvy) = Hzy) — ko—(z,y)a k=0.2 (1)

Yanowitz and Bruckstein [10] introduced a threshold that
varies over different image regions so as to fit the spatially
changing background and lighting conditions. Based on the
observation that the location and gray level values at the



edge points of the image are good choices for local thresh-
olds, a threshold surface is created by relaxation initialized
on the edge points. The method is however computation-
ally very intensive. Trier and Jain [8] evaluated 11 popu-
lar local thresholding methods on scanned documents and
reported that Niblack’s method performs the best for opti-
cal character recognition (OCR). The method works well if
the window encloses at least 1-2 characters. However, in
homogeneous regions larger than size of the window, the
method produces a noisy output since the expected sample
variance becomes the background noise variance. Sauvola
and Pietikainen [7] proposed an improved version of the
Niblack’s method by introducing a hypothesis that the gray
values of the text are close to 0 (Black) while the back-
ground pixels are close to 255 (White). The threshold is
computed with the dynamic range of standard deviation (R)
which has the effect of amplifying the contribution of stan-
dard deviation in an adaptive manner.

Tioa) = ey L+E(EL -] @
where the parameters R and k are set to 128 and 0.5 re-
spectively. This method minimizes the effect of background
noise and is more suitable for document images. As pointed
out by Wolf et al in [9], the Sauvola method fails for images
where the assumed hypothesis is not met and accordingly,
they proposed an improved threshold estimate by taking the
local contrast measure into account.

o
T(a:,y) = (1 - a)ﬂ(z,y) + aM+a S(x,y) (/U'(ac,y) - M) 3)

max

where M is the minimum value of the grey levels of the
whole image, S, is the maximum value of the standard
deviations of all windows of the image and ‘a’ is a param-
eter fixed at 0.5. The Wolf’s method requires two passes
since one of the threshold decision parameter S,,,, is the
maximum of all standard deviation of all windows of the
images. The computational complexity is therefore slightly
higher in this case. This method combines Savoula’s robust-
ness with respect to background textures and the segmenta-
tion quality of Niblack’s method.

However, recent developments on document types, for
example, documents with both graphics and text, where the
text varies in color and size, call for more specialized bi-
narization techniques. It is relatively difficult to obtain sat-
isfactory binarization with various kinds of document im-
ages. The choice of window size in local methods can
severely affect the result of binarization and may give rise
to broken characters and voids, if the characters are thicker
than the size of the window considered. Moreover, we of-
ten encounter text of different colors in a document im-
age. Conventional methods assume that the polarity of the
foreground-background intensity is known a priori. The text

EXPRESS
CHIPSET

A DECADE OF HITS ‘!at = 0

KENNY ROGERS :

Figure 1. Some example images with multi-
colored textual content and varying back-
ground shades. A conventional binariza-
tion technique, using a fixed foreground-
background polarity, will treat some charac-
ters as background, leading to the loss of
some textual information

is generally assumed to be either bright on a dark back-
ground or vice versa. If the polarity of the foreground-
background intensity is not known, the binary decision logic
could treat some text as background and no further process-
ing can be done on those text. Clark and Mirmhedi [2] use
a simple decision logic to invert the result of binarization
based on the assumption that the background pixels far out-
number the text pixels. Within each window, the number
of pixels having intensity values higher or lower than the
threshold are counted and the one which is less in num-
ber is treated as the foreground text. This simple inversion
logic cannot handle the case where the characters are thick
and occupy a significant area of the window under consid-
eration. Moreover, a document image can have two or more
different shades of text with different background colors as
shown in Fig. 1. Binarization using a single threshold on
such images, without a priori information of the polarity
of foreground-background intensities, will lead to loss of
textual information as some of the text may be assigned as
background. The characters once lost cannot be retrieved
back and are not available for further processing. Possi-
ble solutions need to be sought to overcome this drawback
so that any type of document could be properly binarized
without the loss of textual information.



2 System Description

Text is the most important information in a document.
We propose a novel method to binarize camera-captured
color document images, whereby the foreground text is out-
put as black and the background as white irrespective of
the original polarity of foreground-background shades. The
proposed method uses an edge-based connected component
approach to automatically obtain a threshold for each com-
ponent. Canny edge detection [1] is performed individually
on each channel of the color image and the edge map E is
obtained by combining the three edge images as follows

E=ErVEsVEp @)

Here, Er, Eg and Ep are the edge images corresponding to
the three color channels and V denotes the logical OR oper-
ation. An 8-connected component labeling follows the edge
detection step and the associated bounding box information
is computed. We call each component, thus obtained, an
edge-box (EB). We make some sensible assumptions about
the document and use the area and the aspect ratios of the
EBs to filter out the obvious non-text regions. The aspect
ratio is constrained to lie between 0.1 and 10 to eliminate
highly elongated regions. The size of the EB should be
greater than 15 pixels but smaller than 1/5th of the image
dimension to be considered for further processing.
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Figure 2. Edge-boxes for the English alpha-
bet and numerals. Note that there is no char-
acter that completely encloses more than two
edge components

Since the edge detection captures both the inner and
outer boundaries of the characters, it is possible that an
EB may completely enclose one or more EBs as illustrated
in Fig. 2. For example, the letter ‘O’ gives rise to two
components; one due to the inner boundary EB;,; and the
other due to the outer boundary EB,,;. If a particular EB
has exactly one or two EBs that lie completely inside it, the
internal EBs can be conveniently ignored as it corresponds

Foreground Pixels Background Pixels

Figure 3. The foreground and the background
pixels of each edge component

to the inner boundaries of the text characters. On the other
hand, if it completely encloses three or more EBs, only the
internal EBs are retained while the outer EB is removed as
such a component does not represent a text character. Thus,
the unwanted components are filtered out by subjecting
each edge component to the following constraints:

if (Nype <3)
{Reject EBju,
else
{Reject EBgu,

Accept EB,ut}
Accept EBj,:}

where EB;,; denotes the EBs that lie completely in-
side the current EB under consideration and Nj,; is the
number of EB;,,;. These constraints on the edge compo-
nents effectively remove the obvious non-text elements
while retaining all the text-like elements. Only the filtered
set of EBs are considered for binarization.

3 Estimation of Threshold

For each EB, we estimate the foreground and back-
ground intensities and the threshold is computed individu-
ally. Fig. 3 shows the foreground and the background pixels
which are used for obtaining the threshold and inversion of
the binary output.

The foreground intensity is computed as the mean gray-
level intensity of the pixels that correspond to the edge pix-
els.

1
Fpp = Ng > Izy) ®
(z,y)eE

where E represent the edge pixels, I(x,y) represent the in-
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Figure 4. (a) Input Image (b) Output of Edge-Box filtering. The dotted boxes in cyan are filtered out
and only the yellow solid boxes (35 in humber) are considered for binarization (c) The threshold
parameters for the valid edge components. Observe that the mean and median intensities of the
foreground pixels are almost the same for all characters. The same holds true for the background
estimate for horizontally (or vertically) aligned text. However, when the text is alighed diagonally,
the mean intensity of the background pixels is affected due to overlapping of the adjacent bounding
boxes. Hence, the median intensity gives a more reliable logic for inverting the binary output

tensity value at the pixel (x,y) and Ng is the number of edge
pixels in an edge component.

For obtaining the background intensity, we consider
three pixels each at the periphery of the corners of the
bounding box as follows

B={I(z-1y-1),I(z-1y),I(z,y — 1),
Iz+w+1,y—1),I(z+w,y—1),I(z+w+1,y),
Iz —1,y+h+1),I(z—1,y+h),I(z,y+h+1),
I(z+w+1lLy+h+1),l(z+w,y+h+1),I(z+
w+1,y+h)}

where (x,y) represent the coordinates of the top-left
corner of the bounding-box of each edge component and
w and h are its width and height, respectively. Fig. 4
shows the output of the edge-box filtering and the threshold
parameters for each of the valid edge components. As it
is observed in Fig. 4(c), the mean or median intensity are
almost the same for the foreground pixels irrespective of
the text orientation. However, for a diagonally aligned
text, the bounding boxes can have some overlap with the
adjacent components and can interfere in the background
intensity estimate. This is the case for the text ‘FLEXIBLE
6 CHANNEL’ printed in black in a semi-circular manner
which are represented in Fig. 4(c) by the edge components
whose estimated foreground intensity is lower than that of
the background. The mean background intensity for these
components are affected by the adjacent components while

the median is not. Thus, the local background intensity
can be estimated more reliably by considering the median
intensity of the 12 background pixels instead of the mean
intensity.

Bgp = median(B) (6)

Assuming that each character is of uniform color, we bi-
narize each edge component using the estimated foreground
intensity as the threshold. Depending on whether the fore-
ground intensity is higher or lower than that of the back-
ground, each binarized output BWgp is suitably inverted
so that the foreground text is always black and the back-
ground always white.

1, I(z,y) > F
e < Ben BWenteo) = { 0 ng 53 < ng
@)
0, I(z,y) > F
If Fpp > Bpi, BWgp(z,y) = { 1 ng 3 - Fii
®)

All the threshold parameters explained in this section are
derived from the image data and the method is thus com-
pletely free from user-defined parameters.

4 Experiments

The test images used in this work are acquired from a
Sony digital still camera at a resolution of 1280 x 960.
The images are taken from both physical documents such
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Figure 5. Comparison of some popular local binarization methods for (a) a document image with mul-
tiple text colors and sizes (b) Niblack’s Method (c) Sauvola’s Method and (d) Wolf’'s Method with the
(e) Proposed method. While the proposed method is able to handle characters of any size and color,
all other methods fail to binarize properly the components larger than the size of the window (25 x
25 used here) and require a priori knowledge of the polarity of foreground-background intensities as

well

as book covers, newspapers etc and non-paper document
images like text on 3-D real world objects. The connected
component analysis performed on the edge map captures
all the text characters irrespective of the polarity of their
foreground and background intensities. We have used the
thresholds 0.2 and 0.3 for the hysteresis thresholding step
of Canny edge detection. The variance of the associated
Gaussian function is taken to be 1. The constraints on the
edge components effectively removes the obvious non-text
elements while retaining all the text-like components. From
each valid edge component, the foreground and background
intensities are automatically computed and each of them is
binarized individually.

Fig. 5 compares the results of our method with some
popular local binarization techniques, namely, Niblack’s
method, Sauvola’s method and Wolf’s method on a docu-
ment image having multi-colored text and large variations
in sizes with the smallest and the largest components being
7x5 to 291 x 174 respectively. Clearly, these local binariza-
tion methods fail when the size of the window is smaller
than stroke width. A large character is broken up into sev-
eral components and undesirable voids occur within thick
characters. It requires a priori knowledge of the polarity
of foreground-background intensities as well. On the other
hand, our method can deal with characters of any size and
color as it only uses edge connectedness.

The binarization logic developed here is tested on doc-
uments having foreground text with different background
shades. Though these kinds of images are quite commonly
encountered, none of the existing binarization techniques
can deal with such images. The generality of the algorithm
is tested on more than 50 complex color document images
and is found to have a high adaptivity and performance.
Some results of binarization using our method are shown
in Fig. 6 adjacent to its respective input images. The al-

gorithm deals only with the textual information and it does
not threshold the edge components that were already filtered
out. In the resulting binary images, as desired, all the text
regions are output as black while the background as white,
irrespective of their colors in the input images.

5 Conclusions and Future Work

We have developed a novel technique for binarization of
text from digital camera images. It has a good adaptability
without the need for manual tuning and can be applied to
a broad domain of target document types and environment.
It simultaneously handles the ambiguity of polarity of the
foreground-background shades and the algorithm’s depen-
dency on the parameters. The edge-box analysis captures all
the characters, irrespective of their sizes thereby enabling
us to perform local binarization without the need to spec-
ify any window. The use of edge-box has enabled us to
automatically compute the foreground and the background
intensities reliably and hence the required threshold for bi-
narization. The proposed method retains the useful textual
information more accurately and thus, has a wider range of
applications compared to other conventional methods.

The edge detection method is good in finding the char-
acter boundaries irrespective of the foreground-background
polarity. However, if the background is textured, the edge
components may not be detected correctly due to edges
from the background and our edge-box filtering strategy
fails. This has been observed for the image shown in Fig.
7. Overcoming these challenges is considered as a future
extension to this work. The method is able to capture all the
text while at the same time, filter out most of the compo-
nents due to the background. The method can be extended
to incorporate text localization as well.



ROGERS
DE OF HITS

00 TUE wed THU

KENDE

ETHE DAY WEEKEM

XX
o Ay
& 2

ZAUDIO "

* SoundMAX" 4 XL
« Sonic Focus" audio enhancement
« Norton" Internet Security*

« RestorelT!" Lite recovery software
+ Diskeeper* Lite defragmentation

c28388.000

B

ie W e
el B 5
a3 Iz W
-l cé .
S 2 £: oWl 5 @
B 5 uwe|e: Bi'g 3!
5 Oul 45 88 H
Boistizes g

& |>_u‘ T3z
[ = 25 > i3 E
£ 7 8 4P §” s 8
2§ U< 3 7R M
O 3 O§ g E
L (=5 ¥ 2
|
- v w3 \L:‘:"‘ |
=l

A

WD+l
4.7 * ®

n16x ~

X nimn 5 o
-

< AcTITTREY - What's the Strength of Son
DV (Do, g e
-~ [t P
e
4% Nemparatere Adaptatiny smeom ¥ 7 -
ow:r Ll

WESTERN| I° mon
; UNION‘ rTRAE;FER

FAST « RELIABLE * SAFE » CONVENIENT

Expecting Money from Abroad ?
Come to this Bank

mon tue wep Tau R SAT  SUR

VEEiENDE

THE *, DAY WEEKEND

(%]
4]
c
o
r
8]
S
L)
I

You can stick
this ad anywhere.
Even in your
customer's mind.

e

E 22 » .
. (=)
Ll g o
™ T 888 .
> C - E 3.5 38
- 9 A4
E £9Q ;i
<l &I il
Lo
e 3
OXI
25
HE
PRSP S PO\ ¥ g »
{ e -
& =i
& ‘:!

MAY 2007

Sun Mon Tue \Wwed Thu Fri Sat
1 2 3 4 5

6 7 8 9 10 11 12
13 14 15 16 17 18 19
2¢ 21 22 23 24 25 26
27 2& 29 30 31

Son Mo Tom wad T P Sot S Mon Tou wed Tha 7 5
T3 45 6 7
PR 3 45 67 89

=

~

You can stick
this ad anywhere.
,  Eveninyour
i customer's mind.
»

ck. Prominent, easy-t0-
to forget advertising-
i d
Especially suitable for sales promotlon? an[Jf
direct mailing. Available ina standard size
7 2em X 7.2cma. in 4 colour.

Introducing MemoSti
peel-off and difficult

- |

) N
. B |
E;QI Pattern Classification | I
w ronsvrs Computer Vision P"‘}_, )]

A MODERN APPROACH

@ Joshi  Digital Image Processing & m=~

i Applied Multivaria_te
kH Statistical Analysis

= @K ReaLTIME SYSTEMS
LEARNING FROM DATA @m.l,

Figure 6. Some examples of binarization results obtained using the proposed method. Based on the
estimated foreground and background intensities, each binarized component is suitably inverted so
that all the text are represented in black and the background in white



Figure 7. An example image for which the
proposed algorithm fail to binarize properly
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